
Chapter 16
Usability Guidelines for Product Recommenders
Based on Example Critiquing Research
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Abstract Over the past decade, our group has developed a suite of decision tools
based on example critiquing to help users find their preferred products in e-commerce
environments. In this chapter, we survey important usability research work relative
to example critiquing and summarize the major results by deriving a set of usabil-
ity guidelines. Our survey is focused on three key interaction activities between the
user and the system: the initial preference elicitation process, the preference revision
process, and the presentation of the systems recommendation results. To provide a
basis for the derivation of the guidelines, we developed a multi-objective frame-
work of three interacting criteria: accuracy, confidence, and effort (ACE). We use
this framework to analyze our past work and provide a specific context for each
guideline: when the system should maximize its ability to increase users’ decision
accuracy, when to increase user confidence, and when to minimize the interaction
effort for the users. Due to the general nature of this multi-criteria model, the set
of guidelines that we propose can be used to ease the usability engineering process
of other recommender systems, especially those used in e-commerce environments.
The ACE framework presented here is also the first in the field to evaluate the per-
formance of preference-based recommenders from a user-centric point of view.

Designers can use these guidelines for the implementation of an effective and
successful product recommender.
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16.1 Introduction

According to Jacob Nielsen, a well known usability researcher, the first law of e-
commerce is that if users cannot find the product, they cannot buy it either.1 The
word “find” indeed defines a challenging task that e-commerce systems must sup-
port. It refers to the online retailer’s ability to help users identify an ideal product
that satisfies the user’s needs (sometimes even unknown to him/herself) and inspire
users to select the items recommended to them. This implies that the system must
assist users to carry out not only a search but also a decision making task.

How do users actually face such tasks in the online environments? With increased
competition, online retailers are offering a progressively large collection of available
products. New items are added to their catalogs regularly, often to ensure that all of
their direct competitors’ products are included in their inventory as well. The task
of locating a desired choice is directly dependent on the number of available op-
tions. Indeed with this “infinite” shelf space the user task is becoming daunting, if
not impossible, for the average user. Under such circumstances, users are likely to
employ one of two decision approaches. In the first case, they try to achieve high
decision accuracy, but face the time-consuming task of sifting through all options
and trading off the pros and cons between the various aspects of the products. Alter-
natively, they can adopt heuristic decision strategies and process information more
selectively. Although they expend less effort in this case, these heuristic strategies
can lead to decision errors and are likely to cause decision regret. Clearly, neither
approach is ideal, since adopting one or the other implies a compromise on either
decision accuracy or effort. According to [40], the tradeoff between accuracy and
effort is an inherent dilemma in decision-making that cannot be easily reconciled.

Significant research has been performed to develop highly interactive and intelli-
gent tools to assist users. As a result, preference-based recommenders have emerged
and are broadly recognized as effective search and navigation mechanisms guiding
users to find their preferred products in e-commerce and other demanding deci-
sion environments. In the past decade, we have developed the example critiquing
method and a suite of decision tools based on this method to provide personaliza-
tion and recommendation to the product search problem [43, 45, 51, 52]. More than
a dozen user studies were carried out and published, which validated the method
in various data domains: travel planning, apartment search, and product search for
laptops, Tablet PCs, and digital cameras. However, the wide adoption of example
critiquing in electronic commerce remains limited.

Our goal is to analyze and survey our past work related to example critiquing and
synthesize the major results by deriving a set of usability guidelines. More specif-
ically, we focus on three key interaction activities: the initial preference elicitation
process, the preference revision process, and the presentation of the system’s rec-
ommendation results. To provide a basis for the derivation of the guidelines, we in-
vestigate the objectives a product recommender must achieve in order to maximize

1 Nielsen stated this law in his Alertbox in 2003. For details, please visit
http://www.useit.com/alertbox/20030825.html.
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user satisfaction and their willingness to use the system. A recommender’s accu-
racy, i.e., how the system finds items that users truly want, has traditionally been
an important and central aspect of recommenders. However, accuracy alone does
not entirely capture user benefit without the consideration of ease of use (usability)
[35]. People are known to have very limited cognitive resources and are not likely
to achieve a high level of accuracy if the required effort is excessive. Finally, since
product search is a decision process, the recommender must also help users achieve
confidence that the products recommended to them are what they truly want. Instead
of accuracy alone, we therefore propose a multi-objective framework, called ACE,
for the derivation of our guidelines: 1) the system’s ability to help users find their
most preferred item (accuracy), 2) its ability to inspire users’ confidence in selecting
the items that were recommended to them (confidence), and 3) the amount of user
effort it requires for achieving the relative accuracy (effort).

Notice that some users may be ready to spend a lot of effort to obtain a very
accurate recommendation, while others may be ready to accept a lower accuracy
to obtain a result quickly. While the design of a recommender clearly involves a
tradeoff between accuracy and effort, what actually matters to the user is the tradeoff
between confidence and effort: I am willing to put in more interaction effort only
if I am increasingly convinced of the products that are recommended to me. The
main challenge for recommender system design is to ensure that user confidence is
sufficiently high to make them spend enough effort to reach an acceptable decision
outcome.

This set of three requirements for deriving the guidelines can also be used as
an evaluation framework to measure the usability of a product recommender. This
chapter therefore contributes to the field in two main areas. From an academic point
of view, the article establishes a novel set of user-centric criteria to evaluate the
performance of preference-based recommenders. From a practical point of view,
the chapter surveys the state of the art of example critiquing on three key interaction
activities and derives a set of 11 usability guidelines that can be applied in a wider
and more scalable way. Since these guidelines are derived from methods that have
been validated in usability studies, practitioners can use them with confidence to
enhance the usability engineering process, including design and testing, of a product
recommender.

16.2 Preliminaries

16.2.1 Interaction Model

Preference-based recommenders suggest items to users based on their explicitly
stated preferences over the attributes of the items. The various systems described
in this chapter were designed using different architectures and evaluated using dif-
ferent data domains. However, they share some overall characteristics, especially
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Fig. 16.1: The generic system-user interaction model of a preference-based recom-
mender system.

concerning the interaction model. To form a nomenclature throughout the survey
and the guideline derivation process, we present a generic model of interaction sum-
marizing the steps of a recommender in Figure 16.1. A user starts his/her interaction
process by stating a set of initial preferences via, for example, a graphical user in-
terface. After obtaining that information, the system filters the space of options and
selects the items to be recommended to users based on their stated preferences. This
set is called the recommendation set. At that point, either the user finds her most
preferred item in the recommendation set and thus terminates her interaction with
the system, or she revises the preference model, using critiques such as “I would
like a cheaper item”, in order to obtain more accurate recommendations. This last
user feedback step is called preference revision. As a result of the process, the user
can either pick a single item, or construct a list of items known as the consideration
set that might then be compared in further detail.

The recommender can fail if the user is not sufficiently confident that the pro-
cess is indeed finding a suitable product, and therefore does not undertake sufficient
preference revision cycles to give the system an accurate preference model. Our
guidelines are designed to avoid this situation, and at the end of this chapter we pro-
vide a model that shows their rationale with respect to the user’s decision process.

Once a recommendation set has been determined, a system may use various dis-
play strategies to show the results. A typical tool presents the user with a set of k
items (1 ≤ k ≤ n, where n is the total number of products) in each of a total of m
interactions. In each display of these k items, a user is identifying her target choice
to be included in the consideration set. The more options are displayed, the more
effort the user must expend to examine them. On the other hand, in a small display
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set users could easily overlook their target choice and engage in more interaction cy-
cles. This tradeoff of effort versus accuracy will be discussed in further detail when
individual systems are presented.

The presented interactive components may not be simultaneously included in
the same system by other tools. For example, the initial preference elicitation is an
optional step when users are presented with a set of recommendations (e.g., best
sellers in different categories) as soon as they visit a site. Other systems, on the
other hand, may elicit users’ initial preferences but do not provide the option to
allow users to revise them.

16.2.2 Utility-Based Recommenders

Since example critiquing tools are based on multi-attribute utility theory, we provide
an overview of the underlying recommendation algorithm.

The fundamental assumption underlying these recommenders is that people pre-
fer items because of their attributes. Different values of an attribute correspond to
different degrees of preference depending on the situation: for example, a large
apartment is useful when there are guests, but not useful when it has to be cleaned.
A user will determine preferences for an item by weighing the advantages and dis-
advantages of each feature according to how often it is beneficial and how often it
is not. Thus, preference is a weighted function of attributes.

Formally, the preference-based recommendation problem can be formulated
as a Multi-Attribute Decision Problem (MADP) Ψ = ⟨X,D,O,P⟩, where X =
{X1, · · · ,Xn} is a finite set of attributes that the product catalog has, D = D1×·· ·×
Dn indicates the product domain space (each Di(1≤i≤n) is a set of domain values
for attribute Xi), O = {O1, · · · ,Om} is a finite set of available products that the sys-
tem may provide, and P = {P1, · · · ,Pt} denotes a set of preferences that the user
may have. The objective of a MADP is to find a product (or products) that is (or are)
most preferred by the user. A MADP can be solved by constraint-based approaches
or utility-based approaches. Below we introduce the approach based on the multi-
attribute utility theory (MAUT) to solve a given MADP. Please see [45] for the
constraint-based approach.

Multi-Attribute Utility Theory (MAUT)
The origin of utility theory dates back to 1738 when Bernoulli proposed his expla-

nation to the St. Petersburg paradox in terms of the utility of monetary value [4].
Two centuries later it was von Neumann and Morgenstern (1944) who revived this
method to solve problems they encountered in economics [71]. Later, in the early
1950s, in the hands of Marschak [29] and of Herstein and Milnor [21], the Ex-
pected Utility Theory was established on the basis of a set of axioms that form the
basis of the von Neumann Morgenstern theorem (VNM Theorem) [39, 59].
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In the 1970s Keeney and Raiffa [24] extended utility theory to the case of mul-
tiple attributes. The main idea of multi-attribute utility theory is to represent user
preferences as utility functions of the attribute values.

Let the symbol ≽ denote the user’s preference order, e.g. A ≽ B means “A is
preferred or indifferent to B”. According to Utility Theory, for a given MADP, there
exists a utility function U : O→ ℜ, such that for any two possible products O and
Ō ∈ O,

O≽ Ō⇐⇒U(O)≥U(Ō) (16.1)

More specifically, a product O can be represented by a set of attribute values
⟨X1 = x1, · · · ,Xn = xn⟩ (in short as ⟨x1, · · · ,xn⟩), thus the above formula can be
rewritten as

⟨x1, · · · ,xn⟩ ≽ ⟨x̄1, · · · , x̄n⟩ ⇐⇒U(⟨x1, · · · ,xn⟩)≥U(⟨x̄1, · · · , x̄n) (16.2)

If the utility function is given, the degree of preference for each product is char-
acterized as a numerical utility and the preference order of all products is given by
these utility values.

Finding the proper utility function U to represent users’ preferences precisely is
a challenging task. While in theory the utility function can be used in any style to
represent user preferences, a special case is commonly used to reduce computation
effort. If the attributes are mutually preferentially independent2 based on the utility
theory, the utility function has the additive form as follows:

U(⟨x1, · · · ,xn⟩) =
n

∑
i=1

wivi(xi) (16.3)

where vi is a value function of attribute Xi with range [0,1], and wi is the weight
value of Xi satisfying ∑n

i=1 wi = 1. In other words, the utility function for a product
O is the weighted sum of the utility functions for each of its attributes. The weight
value for each attribute can be given as default value 1/n, and we can allow the
user to specify the weight values of some attributes. The value function vi can be
determined to satisfy the user’s preferences related to the attribute Xi . Usually a
linear function with the form vi = axi+b is enough to represent the user’s preference
on each attribute.

Once the utility function for each product is determined, we are able to rank all
the products based on their overall utilities and select the top K products with highest
utilities as the recommendation set. In practice, we assume that the attributes of any
product are mutually preferentially independent, so the additive form of the utility
function can always be applied.

2 An attribute X is said to be preferentially independent of another attribute Y if preferences for
levels of attribute X do not depend on the level of attribute Y. If Y is also preferentially inde-
pendent of X, then the two attributes are said to be mutually preferentially independent. See more
details in [22].
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16.2.3 The Accuracy, Confidence, Effort Framework

As mentioned in the introduction, our search for a multi-objective requirement
framework is to find a basis for the derivation of the design guidelines. We look
for criteria that a product recommender must satisfy in order to achieve maximum
user satisfaction and their willingness to use the system. We give a more precise
definition of the ACE (Accuracy, Confidence, Effort) framework as well as ways of
measuring these variables.

Accuracy refers to the objective accuracy of a recommender. For rating-based
systems, the most often used measure is the mean absolute error (or MAE) [1]. It is
measured by an offline procedure known as leave-one-out on a previously acquired
dataset. Leave-one-out involves leaving one rating out and then trying to predict
it with the recommender algorithm being evaluated. The predicted rating is then
compared with the real rating and the difference in absolute value is computed. The
procedure is repeated for all the ratings and an average of all the errors is called the
Mean Absolute Error.

Recommendations generated by utility-based systems are based on users’ pref-
erence profiles. Since such profiles cannot be simulated, offline methods to measure
accuracy are not possible. One method commonly used in this field is the switch-
ing task as defined in [48]. It measures how often users’ truly preferred items are
selected from the ones recommended to them. For example, if 70 out of 100 users
found their preferred items during the recommendation process without changing
their decisions after the experiment administrator presented all of the available op-
tions to them, then we say the accuracy of the system is 70%. This implies an ex-
perimental procedure where each user first interacts with a recommender to pick
items for her consideration set. In a second phase of this procedure, the experiment
administrator will show all of the available items and then ask her whether she finds
the items in the consideration set still attractive. If she switches to other items, the
system has failed to help her make an accurate decision. Such procedures were al-
ready employed in consumer decision research to measure decision quality, known
as the switching task [20]. The fraction of users that switch to other items, called
the switching rate, gives the only precise account of decision accuracy for a per-
sonalized recommender tool. However, as they are very time consuming, switching
tasks are only performed in carefully defined empirical studies.

User confidence, the second evaluation criterion in our ACE framework, is the
system’s ability to inspire users to select the items recommended to them. It is a
subjective variable and can only be assessed using a post-study questionnaire that
asks users to indicate their agreement with statements such as: I am confident that
the items recommended to me are the ones I look for. When the objective accuracy
cannot be feasibly obtained, user confidence can be used to assess the perceived
accuracy of a system. Perceived accuracy is strongly correlated to actual accuracy,
but also influenced by other aspects of the recommender: whether the user is given
enough possibilities and sufficiently involved in preference eliciation and revision,
and whether the display of results convinces the user that the best results are being
found.
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By user effort, we refer to the actual task time users take to finish an instructed
action, such as the preference elicitation and preference revision procedures and the
time they take to construct the consideration set. As an alternative to elapsed time,
we can also measure the number of interaction cycles for any of the interaction
activities since this measure is independent of the working habits of individual users.

Throughout this chapter, we will analyze the 3 major components of example-
based recommender systems: preference elicitation, revision and result display. We
use accuracy, confidence and effort to evaluate different techniques and derive a set
of 11 guidelines for the design of successful example-based recommender systems,
and compare them against a model of user behavior that provides a unified motiva-
tion.

We believe that confidence is a major factor for the success of any recommender
system, and therefore suggest that the ACE framework could be useful to evaluate
other types of recommender systems as well.

16.2.4 Organization of this Chapter

We structure the guidelines according to the generic components of the model pre-
sented in Figure 16.1: initial preference elicitation (step 1), preference revision (step
4), and display strategy (step 2). The rest of this article is organized as follows:
section 16.3 (Related Work) reviews design guidelines for preference elicitation
and personalized product recommender tools in other fields; Section 16.4 (Initial
Preference Elicitation) presents guidelines for motivating users to state their ini-
tial preferences as accurately as possible using principles from behavioral decision
research; Section 16.5 (Stimulating Preference Elicitation with Examples) contin-
ues the discussion on preference elicitation and identifies concrete methods to help
users state complete and sound preferences; Section 16.6 (Preference Revision) de-
scribes strategies to help users resolve conflicting preferences and perform tradeoff
decisions; Section 16.7 (Display Strategies) presents guidelines for device display
strategies that achieve a good balance between minimizing user’s information pro-
cessing effort and maximizing decision accuracy and user confidence; Section 16.8
presents a model of user behavior that provides a rationale for the guidelines; Sec-
tion 16.9 concludes this article.

16.3 Related Work

16.3.1 Types of Recommenders

Two types of recommender systems have been broadly recognized in the field rela-
tive to the way systems gather and build user preference profiles: those based on
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users’ explicitly stated preferences (called preference-based recommenders) and
those based on users navigation or purchase behaviors (called behavior-based rec-
ommenders). For the treatment of behavior-based recommenders, which generate
recommendations based on users’ accumulated interaction behaviors such as the
items users have examined and purchased, please refer to [75], and to [26, 55] for
demographic-based recommenders. Four types of preference-based recommenders
exist: rating-based, case-based, utility-based and critiquing-based. Please see other
ways to classify recommender systems ([1, 7]).

16.3.2 Rating-based Systems

Users explicitly express their preferences (even though they may not know it) by
giving either binary or multi-scale scores to items that they experienced. Either the
system proposes a user to rate a set of items or users will select on their own a
set of items to rate. These initial ratings constitute the user profile. Systems that
fall into this category are most commonly known as collaborative recommenders
due to the fact that the user is recommended items that people with similar tastes
and preferences liked in the past. For this reason, this type of system is also called
social recommender. The details of how the collaborative algorithms work can be
found in [1]. Lately some websites, such as tripadvisor.com, started collecting users’
ratings on multiple attributes of an item to obtain a more refined preference profile.

16.3.3 Case-based Systems

This type of system recommends items that are similar to what users have indicated
as interesting. A product is treated as a case having multiple attributes. Content-
based [1] and case-based technologies [7] are used to analyze the attribute values
of available products and the stated preferences of a user, and then identify one or
several best-ranked options according to a ranking scheme.

16.3.4 Utility-based Systems

Utility-based recommenders, such as example critiquing recommenders, propose
items based on users’ stated preferences on multi-attribute products. Multi-attribute
products refer to the encoding scheme used to represent all available data with the
same set of attributes {a1, · · · ,ak} where each attribute ai can take any value v, from
a domain of values d(ai). For example, a data set comprising all digital cameras
in an e-store can be represented by the same set of attributes: manufacturer, price,
resolution, optical zoom, memory, screen size, thickness, weight, etc. The list of at-
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tributes as well as the domain range varies among product domains. We assume that
users’ preferences depend entirely on the values of these attributes so that two items
that are identical in all attributes would be equally preferred. Furthermore, prod-
ucts considered here, such as digital cameras, portable PCs, or apartments, demand
a significant financial commitment. They are called high involvement products be-
cause users are expected to possess a reasonable amount of willingness to interact
with the system, participate in the selection process and expend a certain amount of
effort to process information [62]. Users are also expected to exhibit slightly more
complex decision behaviors in such environments than they would in selecting a
simpler item, such as a book, a DVD, or a news article.

Tools using these technologies have also been referred to as knowledge-based
recommenders [7] and utility-based decision support interface systems (DSIS)
[62]. Utility refers to multi-attribute utility theory that such technologies use to cal-
culate a product’s suitability to a user’s stated preferences. A related technology,
specializing in searching configurable products, uses constraint satisfaction tech-
nology [45]. The difference between utility- and case-based systems lies in the
notion of utility. While the weight of user preference is important for UBR, it is
ignored in CBR. Further, the notion of value tradeoff is an essential part of decision
making for UBRs. Essentially UBRs recommend decisions, rather than just similar
products. See more details about this topic in the section on tradeoff reasoning.

16.3.5 Critiquing-based Systems

Both case- and utility-based recommenders can be improved by adding the addi-
tional interaction step of critiquing. A critiquing-based product recommender simu-
lates an artificial salesperson that recommends options based on users’ current pref-
erences and then elicits their feedback in the form of critiques such as “I would like
something cheaper” or “with faster processor speed.” These critiques help the agent
improve its accuracy in predicting users’ needs in the next recommendation cycle.
For a user to finally identify her ideal product, a number of such cycles are often
required. Since users are unlikely to state all of their preferences up front, especially
for products that are unfamiliar to them, the preference critiquing agent is an effec-
tive way to help them incrementally construct their preference model and refine it
as they see more options.

16.3.6 Other Design Guidelines

This chapter derives a set of usability design guidelines based on our recent and
related works in the domain of interaction technologies for preference-based search
and recommender tools. Therefore, we will not review the related works that con-
tribute to the accumulated list of guidelines in this section. Rather, discussions of
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these works will be provided throughout the chapter in areas that correspond to
the established guidelines. We will, however, describe two papers which share our
goal of deriving good design guidelines for decision support systems. The first cited
work proposes a set of recommendations derived from marketing research in order
to increase users’ motivation to interact with the recommender agent of an online
store and its website. The second cited work describes a list of “building code”
guidelines for an effective preference construction procedure in decision problems
involving higher-stake outcomes.

Based on a critical but well-justified view of preference-based product search and
recommender tools available at the time, Spiekermann and Paraschiv proposed a set
of nine design recommendations to augment and stimulate the interaction readiness
between a user and such systems [62], but there is no overlap between these rec-
ommendations and our guidelines.

Much of the basis for these recommendations are insights from marketing liter-
ature relative to information search, and perceived risk theory that defines a user’s
readiness to interact with a product recommender as her motivation to reduce the
functional, financial, and emotional risks associated with the purchase decision. The
design recommendations were therefore derived from methods concerned with re-
ducing user risk in all of these dimensions. Compared to our work, this is a “hori-
zontal” approach that covers the general design of an entire e-commerce website, in
which the recommender agent is the principal technical component. We perform an
in-depth examination of the recommender engine’s interaction technologies using a
more “vertical” approach, ensuring that consumers are offered the optimal usabil-
ity support for preference elicitation and decision making when interacting with the
product recommender tools.

Although the subject matter is more concerned with making high-stake decisions,
the valuation process described by Payne et al. [41] is similar to our goal of ad-
dressing the needs and preferences of a consumer facing a purchase decision. Their
work challenged many of the traditional assumptions about well-defined and pre-
conceived preferences and strongly promoted a theory of preference construction.
Under that new framework, the authors proposed a set of “building codes” (similar
to guidelines) to help professional decision makers establish value functions and
make high quality decisions. Their discussions on the nature of human preferences,
the way people construct and measure preferences, and how to face tradeoffs to
obtain rational decisions are especially influential to our work. References to the
specific details of this and other works in behavior decision research will be given
at relevant areas in this chapter.

16.4 Initial Preference Elicitation

Example critiquing systems are decision tools to help people find multi-attribute
products such as flights, digital cameras, tablet PCs, etc. We use P = {(ai,wi)}
where 1 ≤ i ≤ n to specify a user’s preferences over a total of n attributes of her
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desired product for utility-based recommenders. Furthermore, ai represents the de-
sired characteristics on the ith attribute and wi the degree to which such character-
istics should be satisfied. This model is also known as the value function in [24].
It is called the preference model in most systems discussed here. Some methods
assume the same weights for all attributes and therefore do not elicit such informa-
tion [9, 53]. Preference elicitation (also known as query specification) is the initial
acquisition of this model for a given user.

It would seem apparent that a user’s preferences could be elicited by simply ask-
ing her to state them. Many online search tools use a form-filling type of graphical
user interface or a natural language dialog system to collect such information. Users
are asked to state their preferences on every aspect, such as departure and arrival
date and time, airlines, intermediate airports, etc., and are given the impression that
all fields must be filled. We call such approaches non-incremental since all prefer-
ences must be obtained up-front.

To understand why this simple-minded approach does not work, we turn to be-
havior decision theory literature to understand the nature of user preference expres-
sion. According to the adaptive decision theory [40], user preferences are inherently
adaptive and constructive depending on the current decision task and environment.
Due to this nature, users may lack the motivation to answer demanding initial elic-
itation questions prior to any perceived benefits [62], and they may not have the
domain knowledge to answer the questions correctly. In another words, if a system
imposes a heavy elicitation process in the beginning, the preferences obtained in
this way are likely to be uncertain and erroneous.

Similar literature reveals that users’ preferences are context-dependent and are
constructed gradually as a user is exposed to more domain information regarding
his/her desired product [40, 41]. For example, Tversky et al. reported a user study
about asking subjects to buy a microwave oven [66]. Participants were divided
into 2 groups with 60 users each. In the first group, each user was asked to choose
between an Emerson priced at $110 and a Panasonic priced at $180. Both items
were on sale, and these prices represented a discount of one third off the regular
price. In this case only 43% of the users chose the more expensive Panasonic at
$180. A second group was presented with the same choices except with an even
more expensive item: a $200 Panasonic, which represented a 10% discount from its
original $220 price. In this context, 60% of the users chose the Panasonic priced at
$180. In other words, more subjects prefer the same item just because the context
has changed. This finding demonstrates that people are not likely to reveal their
preferences as if they were innate to them, but construct them in an incremental and
adaptive way based on contextual information.

To verify if these classical behavioral theories shed light on user preference ex-
pression in online environments, we conducted some empirical studies. 22 subjects
were asked to interact with a preference elicitation interface [67]. The average user
stated only preferences on 2.1 attributes out of a total of 10 when they had the
possibility to freely state all preferences. Their preferences only increased to 4.19
attributes at the time of selecting the final choice.
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Another study was conducted soon afterwards to further confirm the finding that
users were unlikely to state all of their preferences in the beginning. It compared
how users perform product search tasks in terms of decision accuracy and effort
while interacting with a non-incremental procedure versus the incremental one [68].
With the former procedure, users were required to specify all of their preferences
in a single graphical user interface (called form filling), whereas with the latter ap-
proach, each preference was constructed by a user. All 40 users were randomly and
evenly divided into two groups, and each group was assigned to one system (either
non-incremental or incremental approach) to evaluate. In the non-incremental ap-
proach, users stated on average 7.5 preferences on the 10 attributes, while the results
for the incremental approach remained the same. However, the non-incremental ap-
proach had an accuracy of only 25%, while the incremental method achieved 70%
accuracy with comparable user effort. That is, only 25% of users found the tar-
get products when they had to state preferences in the non-incremental form-filling
style. Thus, while the non-incremental approach may produce the required data,
the quality of what has been elicited may be questionable. There is no guarantee
that users will provide correct and consistent answers on attributes for which their
preferences are still uncertain.

Similar findings were reported in preference elicitation for collaborative filter-
ing based recommender systems. McNee et al. compared three interface strategies
for eliciting movie ratings from new users [34]. In the first strategy, the system
asked the user to rate movies that were chosen based on entropy comparisons to ob-
tain a maximally informative preference model. That is, the system decided which
movies users should initially rate. In another strategy, users were allowed to freely
propose movies they wanted to rate. In a mixed strategy, the user had both possi-
bilities. A total of 225 new users participated in the experiment which found that
the user-controlled strategy obtained the best recommendation accuracy compared
to the other two strategies in spite of a lower number of ratings completed by each
user (14 vs. 36 for the system-controlled interface). Furthermore, the user-controlled
interface was more likely to motivate users to return to the system to assign more
ratings. This demonstrates that a higher level of user control over the amount of
interaction effort gives rise to more accurate preference models.

Incremental elicitation methods, as described in [1] and [5], can be used to re-
vise users’ stated preferences (or value functions) in general cases. Other incremen-
tal methods improve decision quality in specific areas. In [6, 36, 42], researchers
addressed preference uncertainty by emphasizing the importance of displaying a
diverse set of options in the early stage of user-system interaction. Faltings et al.
[13, 69, 70] described ways to stimulate users to express more preferences in order
to help them increase decision accuracy. Pu and Faltings showed how additional
preference information can be acquired via preference revision, especially as users
perform tradeoff tasks [45]. More detail on these topics will be given in Sections
16.5.2 and 16.6.

Based on both classical and recent empirical findings, we have derived several
design guidelines concerning the initial preference elicitation process:
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Guideline 1 (any effort): Consider novice users’ preference fluency. Allow
them to reveal preferences incrementally. It is best to elicit initial preferences
that concern them the most and choose an effort level that is compatible with
their knowledge and experience of available options.

A rigid elicitation procedure obtains users’ preferences using a system pre-
designed order of elicitation. When users are forced to formulate preferences in a
particular order or using attributes that do not correspond to their actual objectives,
they can fall prey to incorrectly formulating means objectives that prevent them from
achieving their fundamental objectives [23]. For example, when planning a trip by
airplanes a user may be prompted by the system to first enter her preferred airline
company before being allowed to state her preferences on the flight. Thus, a user
with the fundamental objective of flying at a certain hour has to formulate a differ-
ent objective, the airline company to use, as a means of achieving the fundamental
objective. This new objective is therefore called a means objective. To correctly
translate the true objective into means objectives, the user needs to have detailed
knowledge of the product offering, in this case the flight time tables offered by the
different airlines. Since her knowledge in this area can be poor in the beginning, the
system may fail to find the most optimal results.

Thus we propose

Guideline 2 (any order): Consider allowing users to state their preferences
in any order they choose.

An elicitation procedure can also be too rigid by not allowing users to state pref-
erences on a sufficiently rich set of attributes. Consider this example [70]: in a travel
planning system, suppose that the user’s objective is to be at his destination at 15:00,
but that the tool only allows search by the desired departure time. The user might
erroneously believe that the trip requires a plane change and takes about 5 hours,
thus forming a means objective of a 10:00 departure in order to answer the question.
However, the best option might be a new direct flight that leaves at 12:30 and arrives
at 14:30.

Means objectives are intermediary goals formulated to achieve fundamental de-
cision objectives. Assume that a user has a preference on attribute ai (e.g., the arrival
time), but the tool requires expressing preferences on attribute a j (e.g., the departure
time). Using beliefs about the available products, the user will estimate a transfer
function ti(a j) that maps values of attribute ai to values of attribute a j (e.g., arrival
time = departure time + 5 hours) The true objective p(ai) is then translated into
the means objective q(a j) = p(t(a j)). When the transfer function is inaccurate, the
means objective often leads to very inaccurate results.

Note also that unless there is a strong correlation between attributes ai and a j,
an accurate transfer function may not even exist. A recent visit to a comparison
shopping website (www.pricegrabber.com) showed that the site does not include
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the weight attribute of Tablet PCs in the search field, even though such information
is encoded in their catalog. For many portability conscious users, the weight of a
Tablet PC is one of the most important decision parameters. When unable to exam-
ine those products directly based on the weight attribute, the consumer might infer
that weight is correlated to the screen size and perhaps the amount of storage in
the hard drive. Consequently, she may consider searching for a Tablet PC with less
disk space and a smaller screen size than she actually desires. These users could po-
tentially make unnecessary sacrifices because many manufacturers are now able to
offer light-weight Tablet PCs with considerable disk space and comfortable screen
sizes.

Thus we propose

Guideline 3 (any preference): Consider allowing users to state preferences
on any attributes they choose.

When designing interfaces based on these three guidelines, a good balance be-
tween giving the user the maximum amount of control, yet not overwhelming her
with interface complexity is necessary. We recommend the use of adaptive inter-
faces, where users can click on attributes for which they want to state preferences
or leave them unclicked or on default values if they do not have strong preferences
at that point. Alternatively, designers can use a “ramp-up” approach for the ini-
tial query specification, where users specify preferences over a small number of at-
tributes initially and are prompted to specify more once some results are displayed.

16.5 Stimulating Preference Expression with Examples

An effective elicitation tool should collect users’ preferences in an incremental and
flexible way. In practice, we are also interested in mechanisms that stimulate users
to state preferences.

Undesirable means objectives arise mainly due to users’ unfamiliarity with avail-
able options. At the same time, it has been observed in behavior theory that people
find it easier to construct a model of their preferences when considering examples
of actual options [41]. According to Tversky [65], people do not maximize a pre-
computed preference order, but construct their choices in light of the available op-
tions. These classical theories seem to justify why example critiquing is an effective
method for building preference elicitation tools [43, 47].

This method is called example critiquing since users build their preferences by
critiquing the example products that are shown to them. Users initially state pref-
erences on any number of attribute values that they determine to be relevant. From
that point on, the system engages the user in successive cycles of ”examples and cri-
tiques”: it displays a set of example products and elicits user feedback in the form
of critiques such as ”I like this laptop computer, but with more disk space”. The
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critiques determine the set of examples to display next. This interaction terminates
when users are able to identify their preferred products.

Users can quickly build their preferences by critiquing the example products
shown to them. As users only have to state critiques rather than preferences, the
model requires little effort from users. Most importantly, the example critiquing
paradigm appears to satisfy both the goal of educating users with available options
and the goal of stimulating them to construct their preferences in the context of
given examples.

We will review a suite of critiquing systems and derive guidelines that illustrate
the most effective components of this method. For additional information of this
subject, please refer to the chapter by Lorraine McGinty and James Reilly entitled
”On the Evolution of Critiquing Recommenders” (in this book).

Example critiquing was first mentioned in [72] as a new interface paradigm for
database access, especially for novice users to specify queries. Recently, example
critiquing has been used in two principal forms by several researchers: those sup-
porting product catalog navigation and those supporting product search based on an
explicit preference model.

In the first type of system, for example the FindMe systems [8, 9], search is de-
scribed as a combination of search and browsing called assisted browsing. The sys-
tem first retrieves and displays the best matching product from the database based
on a user’s initial query. It then retrieves other products based on the user’s cri-
tiques of the current best item. The interface implementing the critiquing model is
called tweaking, a technique that allows users to express preferences with respect
to a current example, such as “look for an apartment similar to this, but with a bet-
ter ambiance.” According to this concept, a user navigates in the space of available
products by tweaking the current best option to find her target choice. The prefer-
ence model is implicitly represented by the current best product, i.e., what a user
chooses reflects her preference of the attribute values. Reilly et al. have recently
proposed dynamic critiquing [53] based on some improvements of the tweaking
model. In addition to the unit-value tweaking operators, compound critiques allow
users to choose products which differ from the current best item in two or more
attribute values. For example, the system would suggest a digital camera based on
the initial query. It also recommends cameras produced by different manufacturers,
with less optical zoom, but with more storage. Compound critiques are generated by
the Apriori algorithm [2] and allow users to navigate to their target choice in bigger
steps. In fact, users who more frequently used the compound critiques were able to
reduce their interaction cycles from 29 to 6 in a study involving real users [32].

In the second type of example-critiquing systems, an explicit preference model is
maintained. Each user feedback in the form of a critique is added to the model to re-
fine the original preference model. An example of a system with explicit preference
models is the SmartClient system used for travel planning [43, 63]. It shows up to
30 examples of travel itineraries as soon as a set of initial preferences have been
established. By critiquing the examples, users state additional preferences. These
preferences are accumulated in a model that is visible to the user through the in-
terface (see the bottom panel under “Preferences” of Figure 6 in [64]) and can be
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revised at any time. ATA [28], ExpertClerk [60], the Adaptive Place Advisor [16],
and the incremental dynamic critiquing systems function similarly [30]. The ad-
vantage of maintaining an explicit model is to avoid recommending products which
have already been ruled out by the users. Another advantage is that a system can
suggest products whose preferences are still missing in the stated model, as is fur-
ther discussed in section 16.5.2.

Therefore, to educate users about the domain knowledge and stimulate them to
construct complete and sound preferences, we propose the following guideline:

Guideline 4: Consider showing example options to help users gain preference
fluency.

16.5.1 How Many Examples to Show

Two issues are critical in designing effective example-based interfaces: how many
examples and which examples to show in the display. Faltings el al. investigated the
minimum number of items to display so that the target choice is included even when
the preference model is inaccurate [14]. Various preference models were analyzed.
If preferences are expressed by numerical utility functions that differ from the true
preferences by a factor of at most ε and they are combined using either the weighted
sum or the min-max rule, then

t =
(1+ ε

1− ε
)d (16.4)

where d is the maximum number of stated preferences, and t is the number of dis-
played items so that the target solution is guaranteed to be included. Since this
number is independent of the total number of available items, this technique of
compensating inaccurate preferences by showing a sufficient number of solutions
scales to very large collections. For a moderate number (up to 5) of preferences, the
correct amount of display items typically falls between 5 and 20. When the prefer-
ence model becomes more complex, inaccuracies have much larger effects. A much
larger number of examples is required to cover the model inaccuracy.

16.5.2 What Examples to Show

The most obvious examples to include in the display are those that best match the
users’ current preferences. However, this strategy proves to be insufficient to guar-
antee optimality. Since most users are often uncertain about their preferences and
are more likely to construct them as options are shown to them, it becomes important
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for a recommender system to guide the user to develop a preference model that is
as complete and accurate as possible. However, it is important to keep the initiative
to state more preferences on the user’s side. Therefore we call examples chosen to
stimulate users to state preferences suggestions. We present two suggestion strate-
gies: diversity- and model-based techniques.

The ATA system was the first to show suggestions [28], which were extreme-
valued examples where some attributes, for example departure time or price, took
extreme values such as earliest or cheapest. However, a problem with this technique
is that extreme options are not likely to appeal to many users. For example, a user
looking for a digital camera with good resolution might not want to consider a cam-
era that offers 4 times the usual resolution but also has 4 times the usual weight
and price. In fact, a tool that suggests this option will discourage the user from even
asking for such a feature, since it implies that high resolution can only exist at the
expense of many other advantages.

Thus, it is better to select the suggestions among examples that are already good
given the currently known preferences, and focus on showing diverse rather than
extreme examples. Bradley and Smyth were the first to recognize the need to rec-
ommend diverse examples, especially in the early stage of using a recommender tool
[6]. They proposed the bounded greedy algorithm for retrieving the set of cases most
similar to a user’s query, but at the same time most diverse among themselves. Thus,
instead of picking the k best examples according to the preference ranking r(x), a
measure d(x,Y ) is used to calculate the relative diversity of an example x from the
already selected set Y according to a weighted sum

s(x,Y ) = αr(x)+(1−α)d(x,Y ) (16.5)

where α can be varied to account for varying importance of optimality and di-
versity. For example, as a user approaches the final target, α can be set to a higher
value (e.g. 0.75 in the experiment setup) so that the system emphasizes the display
set’s similarity rather than diversity. In their implementations, the ranking r(x) is the
similarity sim(x, t) of x to an ideal example t on a scale of 0 to 1, and the relative
diversity is derived as

d(x,Y ) = 1− 1
|Y | ∑y∈Y

sim(x,y) (16.6)

The performance of diversity generation was evaluated in simulations in terms of
its relative benefit, i.e. the maximum gain in diversity achieved by giving up simi-
larity [61]. Subsequently, McSherry has shown that diversity can often be increased
without sacrificing similarity [36]. A threshold t was fixed on the ranking function,
and then a maximally diverse subset among all products x for which r(x) > t was
selected. When k options are shown, the threshold might be chosen as the value of
the k-th best option, thus allowing no decrease in similarity, or at some value that
does allow a certain decrease.

We thus propose the following guideline:
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Guideline 5: Consider showing diverse examples to stimulate preference ex-
pression, especially when users are still uncertain about their final prefer-
ences.

The adaptive search algorithm used in [33] alternates between a strategy that
emphasizes similarity and one that emphasizes diversity to implement the interac-
tion “show me more like this” by varying the α in the ranking measure. At each
point, a set of example products is displayed and the user is instructed to choose
her most preferred option among them. Whenever the user chooses the same option
twice consecutively, the system considers diversity when proposing the next exam-
ples in order to refocus the search. Otherwise, the system assumes that the user is
making progress and it continues to suggest new options based on optimality. Eval-
uations with simulated users show that this technique is likely to reduce the length
of the recommendation cycles by up to 76% compared to the pure similarity-based
recommender.

More recent work on diversity was motivated by the desire to compensate for
users’ preference uncertainty [42] and to cover different topic interests in collabo-
rative filtering recommenders [74]. For general preference models, it is less clear
how to define a diversity measure. Viappiani et al. considered the user’s motiva-
tion to state additional preferences when a suggestion is displayed [69, 70, 50]. A
suggestion is a choice that may not be optimal under the current preference model,
but should provide a high likelihood of optimality when an additional preference
is added. For example, a user may add “an apartment with a balcony” preference
after seeing examples of such apartments. 40 (9 females) subjects from 9 different
nationalities took part in a user study to search for an apartment. The experiment’s
results show that the use of suggestions almost doubled decision accuracy and al-
lowed the user to find the most preferred option 80% of the time. A user is likely to
be opportunistic and will only bother to formulate new preferences if she believes
that this might lead to a better choice. Thus, they propose the following look-ahead
principle [69, 70, 50]:

Guideline 6: Consider suggesting options that may not be optimal under the
current preference model, but have a high likelihood of optimality when addi-
tional preferences are added.

The look-ahead principle can be applied to constructing model-based suggestions
by explicitly computing, for each attribute ai, a difference measure di f f (ai,x) that
corresponds to the probability that a preference on this attribute would make option x
most preferred. Items are then ranked according to the expected difference measure
over all possible attributes:

Fa(x) = ∑
ai∈A

Pai di f f (ai,x) (16.7)
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where Pai is the probability that the user is motivated to state a preference on
attribute ai. Such probabilities are summed over all attributes for which the user
has not yet expressed a preference. The best suggestions to display are therefore
those items possessing the highest probability of becoming optimal after consider-
ing hidden preferences. It is possible to adapt these techniques to generate a set of
suggestions that jointly maximize the probability of an optimal item. More details
are given in [13, 50]. To investigate the importance of suggestions in producing
accurate decisions, several empirical user studies were carried out [50, 69, 67]. One
was conducted in an unsupervised setting, where users’ behavior was monitored on
a publicly accessible online system. The scientists conducting the experiment col-
lected logs from 63 active users who went through several cycles of preference revi-
sion. Another study was carried out in a supervised setting. The scientists recruited
40 volunteers and divided them into two groups. One group evaluated the interface
with model-based suggestions, and another group evaluated the one without. Both
user studies showed the significant effects of using these model-based suggestions:
users who used the suggestion interfaces stated significantly more preferences than
those who did not (an increase of 2.09 preferences vs. only 0.62 without sugges-
tions, p < 0.01, in supervised studies [69, 67], and an increase of 1.46 vs. 0.64
without suggestions, p < 0.002, for online users [69, 50]) and users who used the
suggestion interfaces also reached significantly higher decision accuracy (80 vs. 45
percent without suggestions, p < 0.01, in supervised user studies [50]).

16.6 Preference Revision

Preference revision is the process of changing one or more desired characteristics of
a product that a user has stated previously, the degree to which such characteristics
should be satisfied, or any combination of the two. In [48] 28 subjects (10 females)
were recruited to participate in a user study in which the user was asked to find
his or her most preferred apartment from a list of available candidates. The user’s
preferences could be specified on a total of six attributes: type, price, area, bath-
room, kitchen and distance to work place. Each participant was first asked to make
a choice, and then used the decision aid tool to perform tradeoffs among his/her
preferences until the desired item was chosen. In this user study, every user changed
at least one initial preference during the entire search process for finding a product.
Many users change preferences because there is rarely an outcome that satisfies all
of the initial preferences. Two frequently encountered cases often require preference
revision: 1) when a user cannot find an outcome that satisfies all of her stated pref-
erences and must choose a partially satisfied one, or 2) when a user has too many
possibilities and must further narrow down the space of solutions. Even though both
activities can be treated as the process of query refinement, the real challenge is to
help users specify the correct query in order to find the target item. Here we present
a unified framework of treating both cases as a tradeoff process because finding an
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acceptable solution requires choosing an outcome that is desirable in some respects
but perhaps not so attractive in others.

16.6.1 Preference Conflicts and Partial Satisfaction

A user who inputs a query for a spacious apartment with a low price range and
obtains “nothing found” as a reply, learns very little about how to state more suitable
preferences.

The current industry practice manages preference conflicts by browsing-based
interaction techniques. A user is only allowed to enter her preferences one at a time
starting from the point where all of the product space is available. As she specifies
more preferences, she essentially drills down to a sub product space until either she
selects her target in the displayed options or no product space remains. For example,
if someone desires a notebook with minimal weight (less than 2 kilos), then after
specifying the weight requirement, she is only allowed to choose those notebooks
weighing less than 2 kilos. If the price of these lightweight notebooks is very high,
she is likely to miss a tradeoff alternative that may weigh 2.5 kilos and cost much
less. This interaction style has become very popular in comparison shopping web-
sites (see www.shopping.com, www.pricegrabber.com, www.yahoo.shopping.com).
As the system designers have prevented users from specifying conflicting prefer-
ences, this interaction style is very limited. Users are unable to specify contextual
preferences and especially tradeoffs among several attributes. If a user enters the set
of preferences successively for each attribute, the space of matching products could
suddenly become null with the message “no matching products can been found.” At
this point, the user may not know which attribute value to revise among the set of
values that she has specified so far, requiring her to backtrack several steps and try
different combinations of preference values on the concerned attributes.

A more sensible method, such as the one used in SmartClient [43, 64], man-
ages a user’s preference conflicts by first allowing her to state all of her preferences
and then showing her options that maximally satisfy subsets of the stated prefer-
ences based on partial constraint satisfaction techniques [15]. These maximally sat-
isfied products educate users about available options and facilitate them in speci-
fying more reasonable preferences. In the same spirit, McCarthy et al. propose to
educate users about product knowledge by explaining the products that do exist in-
stead of justifying why the system failed to produce a satisfactory outcome [31].
FindMe systems rely on background information from the product catalog and ex-
plain preference conflicts on a higher level [8, 9]. In the case of a user wanting both
a fuel-efficient and high-powered car, FindMe attempts to illustrate the tradeoff be-
tween horsepower and fuel efficiency. This method of showing partially satisfied
solutions is also called soft navigation by Stolze [63].

To convince users of the partially satisfied results, we can also adopt the ap-
proach used by activedecision.com. It not only shows the partial solutions, but also
explains in detail how the system satisfies some of users’ preferences and not oth-
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Fig. 16.2: Partially Satisfied Products in an Organization Interface.

ers. A qualitative user survey about such explanation mechanisms was conducted in
the form of a carefully constructed questionnaire, based on a series of hypotheses
and corresponding applicable questions. 53 participants completed the survey, and
most of them strongly agreed that the explanation components are more likely to
inspire their trust in the recommended solutions [10]. In addition, an alternative ex-
planation technique, the organization interface where partially satisfied products are
grouped into a set of categories (Figure 16.2), was preferred by most subjects, com-
pared to the traditional method where each item is shown along with an explanation
construct [10]. A follow-up comparative user study (with 72 participants) further
proved that this interface method can significantly inspire competence-induced user
trust in terms of the user’s perceived competence, intention to return and intention
to save effort (see some details of the experiment in section 7.3) [49].

Guideline 7: Consider resolving preference conflicts by showing partially
satisfied results with compromises clearly explained to the user.

16.6.2 Tradeoff Assistance

As catalogs grow in size, it becomes increasingly difficult to find the target item.
Users may achieve relatively low decision accuracy unless a tool helps them ef-
ficiently view and compare many potentially interesting products. Even though a
recommender agent is able to improve decision quality by providing filtering and
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comparison matrix components [20], a user can still face the bewildering task of
selecting the right items to include in the consideration set.

Researchers in our group found that online tools could increase the level of de-
cision accuracy by up to 57% by helping users select and compare options which
share tradeoff properties [48]. 28 subjects (10 females) took part in the experiment;
each of the participants was first asked to make a choice, and then use the decision
aid tool to perform a set of tradeoff navigation tasks. The results showed that after
a user has considered an item as the final candidate, the tool can help her/him reach
higher decision accuracy by prompting them to see a set of tradeoff alternatives.
The same example critiquing interfaces as discussed in Section 5 can be used to
assist users to view tradeoff alternatives, for example, “I like this portable PC, but
can I find something lighter?” This style of interaction is called tradeoff navigation
and is enabled by the “modify” widget together with the “tweaking panel” (see Fig-
ure 4 in [47]). Tweaking (used in FindMe [8, 8]) was the first tool to implement
this tradeoff assistance. It was originally designed to help users navigate to their
targets by modifying stated preferences, one at a time. Example critiquing (used in
SmartClient [48, 47]) is more intentional about its tradeoff support, especially for
tradeoffs involving more than two participating attributes. In a single interaction, a
user can state her desire to improve the values of certain attributes, compromise on
others, or any combination of the two.

Reilly et al. introduced another style of tradeoff support with dynamic critiquing
methods [53]. Critiques are directional feedback at the attribute level that users can
select in order to improve a system’s recommendation accuracy. For example, af-
ter recommending a Canon digital camera, the system may display “we have more
matching cameras with the following: 1) less optimal zoom and thinner and lighter
weight; 2) different manufacturer and lower resolution and cheaper; 3) larger screen
size and more memory and heavier.” Dynamic critiquing is an approach of automat-
ically generating useful compound critiques so that users can indicate their prefer-
ence on multiple attributes simultaneously. The experiment in [53] shows that the
dynamic critiquing approach has the ability to reduce the interaction session length
by up to 40% compared to the approach with only unit critiques.

Although originally designed to support navigation in recommender systems,
the unit and compound critiques described in [53] correspond to the simple and
complex tradeoffs defined in [47]. They are both mechanisms to help users compare
and evaluate the recommended item with a set of tradeoff alternatives. However, the
dynamic critiquing method provides system-proposed tradeoff support because it is
the system which produces and suggests the tradeoff categories, whereas example
critiquing provides a mechanism for users to initiate their own tradeoff navigation
(called user motivated critiques in [11]).

A recent study from our group compared the performance of user-motivated vs.
system-proposed approaches [11]. A total of 36 (5 females) volunteers participated
in the experiment. It was performed in a within-subjects design, and each partici-
pant was asked to evaluate two interfaces with the respective two approaches one
after the other. All three evaluation criteria stated in section 2.2 were used: deci-
sion accuracy, user interaction effort and user confidence. The results indicate that
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the user-motivated tradeoff method enables users to achieve a higher level of de-
cision accuracy with less cognitive effort, mainly due to its flexibility in allowing
users to freely combine unit and compound critiques. In addition, the confidence in
a choice made with the user-motivated critique method is higher, resulting in users’
increased intention to purchase the product they have found and return to the agent
in the future. We thus propose:

Guideline 8: In addition to providing the search function, consider providing
users with tradeoff assistance in the interface using either system-proposed
or user motivated approaches. The latter is likely to provide users with more
flexibility in choosing their tradeoff desires and thus enable them to achieve
higher decision accuracy and confidence.

16.7 Display Strategies

At least three display strategies are currently employed in preference-based search
and recommender tools: recommending items one at a time, showing top k matching
results (where k is a small number between 3 and 30), or displaying products with
explanations on how ranking scores are computed. We discuss these various strate-
gies using the accuracy, confidence, and effort evaluation framework discussed in
Section 2.

16.7.1 Recommending One Item at a Time

The advantage of such recommender systems is that it is relatively easy to design
the display, users are not likely to be overwhelmed by excessive information, and
the interface can be easily adapted to small display devices such as mobile phones.
The obvious disadvantage is that a user may not be able to find her target choice
quickly. As mentioned in Section 5, a novice user’s initial preferences are likely
to be uncertain. Thus the initially recommended results may not include her target
choice. Either a user has to interact with the system much longer due to the small
result set, or if a user exhausts her interaction effort before reaching the final target,
she is likely to achieve very low decision accuracy. Thus we propose:

Guideline 9: Showing one search result or recommending one item at a time
allows for a simple display strategy which can be easily adapted to small-
display devices; however, it is likely to engage users in longer interaction
sessions or only allow them to achieve relatively low decision accuracy.
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16.7.2 Recommending K best Items

Some product search tools present a set of top-k alternatives to the users. We call
this style of display the k-best interface. Commercial tools employing this strategy
can be found at ActiveDecision.com (k > 10). Academic prototypes include those
used by SmartClient (7≤ k ≤ 30) [14, 47], ATA (k = 3) [28], ExpertClerk (k = 3)
[60], FirstCase (k = 3) [37] and TopCase (k = 3) [38].

When k approaches 10, the issue of ordering the alternatives becomes important.
The most commonly used method is to select the best k items based on how well they
match users’ stated preferences using utility scores (see multi-attribute utility theory
[24]). We can also use the “k nearest neighbor” retrieval algorithm (or simply k-NN)
[12] to rank the k items, such as those used in the case-based reasoning field [25].
The k items are displayed in descending order from the highest utility score or rank
to the lowest (activedecision.com, SmartClient). This method has the advantages of
displaying a relatively high number of options without overwhelming the users, pre-
selecting the items based on how well they match the stated preferences of a user,
and achieving relatively high decision accuracy [48, 47].

Pu and Kumar compared an example critiquing based system (k = 7 rank or-
dered by utility scores) with a system using the ranked list display method (k = n
rank ordered on user selected attribute values such as price) [47, 51]. 22 volun-
teers participated in the user study. Each of them was asked to test two interfaces
(example critiquing and ranked list) in random order by performing a list of given
tasks. The results showed that while users performed the instructed search tasks
more easily using example critiquing (less task time and smaller error rate, with sta-
tistical significance) and achieved higher decision accuracy [48, 51], more of them
expressed a higher level of confidence that the answers they found were correct for
the ranked list interface. Further analysis of users’ comments recorded during the
user study revealed that the confidence issue depends largely on the way items were
ordered and how many of them were displayed. Many users felt that the EC sys-
tem (displaying only 7 items) was hiding something from them and that the results
returned by the EC interface did not correspond to their ranking of products. With
the help of a pilot study, it was observed that users generally did not scroll down to
view the additional products displayed, but their confidence level increased and the
interaction time was not affected. Therefore we suggest the following guideline for
the top-k display strategy:

Guideline 10: Displaying more products and ranking them in a natural order
is likely to increase users’ sense of control and confidence.
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16.7.3 Explanation Interfaces

When it comes to suggesting decisions, such as which camera to buy, the recom-
mender system’s ability to establish trust with users and convince them of its rec-
ommendations is a crucial factor for success. Researchers from our group started
investigating the user confidence issue and other subjective factors in a more formal
framework involving trust relationships between the system and the user. It is widely
accepted that trust in a technological artifact (like the recommender agent) can also
be conceptualized as competence, benevolence, and integrity, similar to trust in a
person. Trust is further seen as a long term relationship between the user and the
organization that the recommender system represents [10]. When a user trusts a
recommender system, she is more likely to purchase items and return to the system
in the future. A carefully designed qualitative survey with 53 users revealed that an
important construct of trust formation is an interface’s ability to explain its results
[10], as mentioned in section 6.1.

The explanation interface can be implemented in various ways. For example,
ActiveDecision.com uses the tool tip with a “why” label to explain how each of the
recommended products matches a user’s stated preferences, similar to the interface
shown in Figure 16.3. Alternatively, it is possible to design an organization-based
explanation interface where the best matching item is displayed at the top of the
interface along with several categories of tradeoff alternatives [49]. Each category is
labeled with a title explaining the characteristics of the items the respective category
contains (Figure 16.4).

In order to understand whether the organization interface is a more effective way
to explain recommendations, a significant-scale empirical study was conducted to
compare the organization interface with the traditional “why” interface in a within-
subjects design. A total of 72 volunteers (19 females) were recruited as participants
in the user study. The results showed that the organization interface significantly
increases user perception of its competence, which more effectively inspires uses’
trust and enhances their intention to save cognitive effort and use the interface again
in the future [49]. Moreover, the study found that the actual time spent looking for a
product did not have a significant impact on users’ subjective perceptions. This indi-
cates that less time spent on the interface, while very important in reducing decision
effort, cannot be used alone in predicting what users may subjectively experience.
Five principles for the effective design of organization interfaces were developed
and an algorithm was presented for generating the content of such interfaces [49].
Here we propose:

Guideline 11: Consider designing interfaces that explain how ranking scores
are computed because they are likely to inspire user trust.
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Fig. 16.3: A generic recommendation interface with simple “why” labels.

16.8 A Model for Rationalizing the Guidelines

We have developed a set of guidelines to ensure the design of usable product search
tools relying on a general framework of three evaluation criteria: (i) decision accu-
racy, (ii) user interaction effort, and (iii) user decision confidence. We now develop a
model of user behavior that allows us to rationalize the guidelines as a means of op-
timizing recommender system performance. We first consider the fact that product
search tools must serve the needs of a significant and heterogeneous user population.
They must adapt to the characteristics of individual users, in particular to their will-
ingness to put in continuous interaction effort in order to obtain their desired results.
In our theoretical model, we let e be the user’s interaction effort, measured in inter-
action steps. With this effort, users hope to obtain an increasingly high confidence
that they are finding the best option. We characterize this user confidence numeri-
cally as the accuracy that the user believes the system to have achieved, called the
perceived accuracy a.

As each individual user has different aspirations for effort and perceived accu-
racy, we characterize each user by the three following parameters:
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Fig. 16.4: The more trust-inspiring organization interface.

• Confidence threshold θ : the amount of perceived accuracy that is required for
the user to be satisfied with the current result of the search process and buy the
product;

• Effort threshold ε: the amount of effort the user is willing to spend to obtain a
recommendation;

• Effort increment threshold δ : the amount of additional perceived accuracy that
is required to motivate the user to spend an additional interaction cycle.

A poorly designed tool can lose users due to an insufficient level of confidence
for the confidence threshold, or an increase in confidence that is too small to justify
the interaction effort. Figure 16.5 shows the perceived accuracy achieved by a hy-
pothetical recommender tool as a function of effort, measured in interaction cycles.
The confidence threshold is indicated by a horizontal dashed line, and the user will
not buy the product unless the perceived accuracy exceeds it. The effort threshold ε
and effort increment threshold δ characterize the amount of effort a user is willing
to spend. It is characterized by another dashed line labelled as the effort limit in Fig-
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Fig. 16.5: Perceived accuracy as a function of interaction effort for an interview-
based tool.

ure 16.5. The user will leave the process as soon as the accuracy/effort curve falls
below the effort limit.

Figure 16.5 assumes a tool where users are asked to specify their preferences
in a dialogue interface consisting of a list of questions. Such an interface requires
a significant amount of effort of preference elicitation before any result is shown,
and thus the perceived accuracy remains low until the first results are obtained. The
process then proceeds by stages of revising preferences and obtaining successively
better perceived accuracy in a stepwise manner. Note that in this example, the user
will leave the process before reaching the confidence threshold and the interaction
has thus not been a success. With slightly more patience, the user could have ob-
tained a result above the confidence threshold and with acceptable effort, namely
at the third intersection of the effort limit line with the curve. However, since this
was not apparent to the user, this point will not be reached. Similar problems can
occur with other interface designs that do not pay attention to ensuring a significant
increase in perceived accuracy per effort invested.

To avoid this pitfall, the tool should ensure that the perceived accuracy is a con-
cave function of effort, as shown in Figure 16.6. Such a function exploits a user’s
effort threshold to the best possible degree: if the increase in perceived accuracy be-
comes insufficient to keep the user interested in using the tool, she will not interact
with the tool at a later stage either.

A concave function could only be achieved by ensuring instant feedback to the
user’s effort, and by placing the steps that result in the greatest increase in perceived
accuracy at the beginning of the interaction. An early increase in perceived accu-
racy also serves to convince the user to stay with the system longer, as indicated
by the dashed line in Figure 16.6. Instant feedback is ensured by example-based
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Guidelines for (a) Guidelines for (b) Guidelines for (c)
1. Any effort; 4. Showing example op-

tions;
7. Preference conflict
management;

2. Any order; 5. Showing diverse ex-
amples;

8. Tradeoff assistance.

3. Any preferences. 6. Suggesting options
with look-ahead princi-
ple.

Guidelines for (a) – (c)
9. Showing one search result at a time is good for small-display devices, but
it is likely to achieve relatively low decision accuracy;
10. Displaying more products and ranking them in a natural order is likely to
increase users’ sense of control and confidence;
11. Designing interfaces which are capable of explaining how ranking scores
are computed can inspire user trust.

Fig. 16.6: Perceived accuracy as a function of interaction effort for an example-
based tool, and guidelines that apply to achieving the desired concave shape in the
different stages.

interaction and the general guidelines 9-11 of showing multiple solutions in a struc-
tured and confidence-inspiring way. In general, it can be assumed that users will
themselves choose to add the information that they believe to maximize their deci-
sion accuracy, and so user initiative is key to achieving a concave curve. In the first
phase (a), the system can achieve the biggest accuracy gains by exploiting users’
initial preferences. However, it is important at this stage to avoid asking them ques-
tions that they cannot accurately answer (guideline 1). Furthermore, the curve can
be made steeper by letting the user formulate these initial preferences with as little
effort as possible. We therefore derived guidelines (2 and 3) to make this possible.

Once these initial preferences have been obtained, the biggest increase in per-
ceived accuracy during phase (b) can be obtained by completing the initial prefer-
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ences with others of which the user was not initially aware. This can be stimulated
by showing examples (guideline 4), and by choosing them to specifically educate the
user about available options (guidelines 5 and 6). This provides the main cost-effect
tradeoff for the second phase of a typical interaction. Finally, in the third phase (c)
the set of preferences can be fine-tuned by adjusting their relative weights and mak-
ing tradeoffs. This can be supported by tools that show partial solutions (guideline
7) and actively support decision tradeoffs among preferences (guideline 8).

As the tool cannot verify when the user transitions between the phases, and in
fact the transition may be gradual, it should provide continuous support for each of
them, but always encourage actions that are likely to increase perceived accuracy
as much as possible. Thus, adjustment of tradeoff weights should be shown less
prominently than the possibility to add new preferences.

These requirements are best addressed by the example-based recommender tools
as described in Section 5. More precisely, the incremental establishment and refine-
ment of the user’s preference model increases the true decision accuracy. To keep
the user engaged in the interaction process and convinced to accept the result of the
search, this true accuracy must also be perceived by the user. This is supported by
showing several results at the same time (guideline 9), which tends to correct in-
accuracies, by providing structure to their display (guideline 10), and by providing
explanations (guideline 11). These are necessary elements to motivate users to put
in enough effort in achieving an accurate decision as much as possible.

16.9 Conclusion

This chapter presents eleven essential guidelines that should be observed when de-
signing interactive preference-based recommender systems. In presenting and jus-
tifying the guidelines, we provided a broad and in-depth review of our prior work
related to example critiquing regarding user interaction issues in recommender sys-
tems. Most importantly, a framework of three evaluation criteria was proposed to
determine the usability of such systems: decision accuracy, user confidence, and
user interaction effort (ACE). Within this framework, we have selected techniques,
which have been validated through empirical studies, to demonstrate how to imple-
ment the guidelines. Emphasis was given to those techniques that achieve a good
balance on all of the criteria. Adopting these guidelines, therefore, should signifi-
cantly enhance the usability of product recommender systems and consequently the
wide adoption of such systems in e-commerce environments.
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